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A large literature now reports network systems that detect faults, localise them, propose
fixes and act. What it does not report in one place is the relationship between where a sys-
tem was evaluated and how much of the repair loop that evaluation closed. We screen 205
works and audit 101 against two axes applied jointly: the substrate a system was demon-
strated on, from analytical models to a live production network, and the deepest stage of the
fault lifecycle its evaluation reaches, from detection to execution with verification. Crossing
them gives a result neither shows alone. Of the 22 works evaluated on production networks,
every one stops at detection, diagnosis or advisory recommendation and none executes a
remediation, while all 26 works that evaluate unsupervised execution or execution with
verification run on analytical models, simulators, emulators, testbeds or replayed traces.
The boundary is categorical rather than graded, and the stage between, execution behind
a human approval gate, holds five works. This is a claim about published evidence and not
about what operators run unpublished, and the corpus shows why the distinction bites:
the only mechanism in it that repairs a production network is a rule-based auto-isolator de-
scribed in three sentences of background in a paper about something else. Reading 20 of the
load-bearing works in full shows part of it obscured by reporting practice: seven describe
a deeper stage than they evaluate, and 11 describe a production setting while 5 evaluate on
one. Gray degradation is addressed by 11 works and acted on by none, and no work in the
corpus evaluates an automated defence against a route hijack. Reported success rates are
not comparable, because benchmarks disagree on whether a repair that breaks something
else counts as success; where that is scored, reported success falls from 57.8% to 25.5%. We
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close with a six-field reporting checklist that would make the substrate and loop closure of
a self-healing claim legible from its abstract.

Keywords: Self-healing networks, network fault management, autonomous networks, LLM
agents, evaluation methodology, systematic review.

1 Introduction

Operators have wanted networks that repair themselves for as long as they have run networks
too large to repair by hand. What changed recently is that the machinery arrived. Meza et al.
(2018) measured failure at data-centre scale [67], and Gan et al. (2019) showed that learned models
could anticipate performance faults in a microservice deployment before they surfaced [31]. Since
2023 the same problem has been taken up by language-model agents that read telemetry, form
hypotheses and write configuration. Fifty-two of the 101 works audited here appeared in 2025 or
2026. The literature is now too large to hold in mind and too new for its claims to have settled.

What makes it hard to read as a whole is not its size. It is that the words at its centre have
no fixed referent. A system is called self-healing, autonomous, zero-touch or self-driving, and a
reader has to reach the evaluation section to learn which of those the experiment supports. Gu
et al. (2026) present automatic configuration repair for production networks and report a 97.5%
repair rate; the experiment runs in a control-plane simulator over a configuration snapshot, and
nothing is pushed to a live device [35]. Papers of this kind are accurate about themselves in full
text and illegible in summary.

Reviews of this area exist. Coronado et al. (2022) and Liyanage et al. (2022) organise zero-
touch management by architecture, standard and enabler [18,55]. Asghar et al. (2018) taxonomise
self-healing solutions for cellular networks into detection, diagnosis, compensation and recovery
[8], and Yu et al. (2018) classify faults in software-defined networks [111]; both predate machine
learning at scale and both sit inside a single domain. Ameur et al. (2026) is the newest incumbent,
organising agentic network operations by control plane and by agent capability [5]. Table 1 sets 18
of them against three questions: does the survey carry a fault-class axis, an evaluation-substrate
axis, and an axis for how far round the repair loop a system is evaluated. Two organise by fault
class and both are domain-siloed; six more touch it without organising by it. No survey carries
an evaluation-substrate axis at all. Five touch loop closure, and each treats it as a vocabulary for
the fault lifecycle rather than as a coding of what a given evaluation reaches.

This survey applies two axes together: the substrate a system was evaluated on, running from
analytical models to a live production network, and the deepest stage of the fault lifecycle the
evaluation reaches, from detection to execution with verification. Neither axis is new on its own.
Crossed, they produce a result that neither shows alone, and it is categorical rather than graded.

The reader gets five things.

1. Ajoint substrate and loop-closure audit of the 101 screened works, and the cross-tabulation
that produces the central result: every work evaluated on a production network stops at
detection, diagnosis or advisory recommendation, and every work that evaluates unsuper-
vised execution was demonstrated somewhere else.

2. A measurement of the distance between what a paper describes and what its evaluation
reaches, taken over the 20 works read in full, with the coding rule stated so that a reader
can re-apply it.
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3. A map of fault-class coverage against evaluation substrate, naming the classes whose exe-
cution evidence exists only away from production, and the one class no work in the corpus
acts on at all.

4. A comparability finding: reported success rates here do not measure the same quantity,
because benchmarks disagree on whether a repair that breaks something else counts as a
success.

5. A six-field reporting checklist that makes the substrate and the loop closure of a self-
healing claim legible from its abstract.

The paper does not claim to have found every relevant work; Section 2 reports the search, the
stopping rule that never fired, and how much of the coding rests on abstracts.

Table 1: Existing surveys, reviews and tutorials closest in scope, and the
axes each organises by. Sweep date 29 August 2026. Columns three to
five ask whether the survey carries that axis at all, not whether it car-
ries it well. None crosses evaluation substrate against evaluated loop
closure, which is the cut this paper makes. Several of these sit outside
the inclusion criteria of this survey, on domain, on mechanism or on
both. They are cited here and nowhere else, as the incumbent litera-
ture the contribution is positioned against, and the last column states
in each case what puts them outside it.

Survey Venue, year Fault Substr. Loop What it does not cover
Coronado [18] IEEE COMST, 2022 n n n no fault-class axis

Liyanage [55] JNCA, 2022 n n n architecture and standards framing
Benzaid [11] IEEE Network, 2020 n n n magazine length

Asghar [8] IEEE COMST, 2018 p n n cellular only

El Rajab [79] Computer Networks, 2024 n n n AutoML-centric

Pang [76] IEEE Access, 2020 n n n intent, not fault

Sharma [86] ACM CSUR, 2023 n n p SLA and intent axis

Yu [111] IEEE COMST, 2018 y n P SDN only

Chiesa [17] IEEE COMST, 2021 p n n mechanism-centric and not Al
Adday [1] Sensors, 2022 y n p wireless sensor networks only
Chen [15] IEEE Comm. Mag., 2022 p n n optical only

Farmani [28] arXiv, 2023 p n n cellular cell-outage only
Hong [38] IJNM, 2025 n n n LLM-centric

Ameur [5] arXiv, 2026 n n P newest incumbent

Cruzes [19] TechRxiv, 2025 p n n optical only

Fang [27] IEEE Network, 2024 p n n magazine length

Yang [106] IEEE TNSM, 2024 n n n security-centric

Velasco [92] JOCN, 2021 n n P invited tutorial

y the survey organises by this axis; p it touches the axis without organising by it; n absent. Substrate axis
present in 0 of 18; evaluated loop closure in 0 of 18.
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2 Scope and review method

We searched between 20 and 29 August 2026 across four engines: Consensus, the FastTrack inter-
face to OpenAlex, general web search with per-paper retrieval, and seven parallel agent sweeps
run over distinct vocabulary sets. The time window for inclusion is 1 January 2018 to the cut-off
of 29 August 2026. Work published before 2018 is admitted only as background, cited outside the
corpus and counted in the reference budget rather than in the audit.

The population is work presenting or reviewing systems that detect, diagnose, decide on or
act upon faults, failures or service degradations in communication networks, where at least one
stage is performed by a machine-learning, reinforcement-learning or language-model mecha-
nism. Frameworks, systems, benchmarks and measurement studies all qualify. Admitted venues
are peer-reviewed journals and conferences and arXiv preprints in cs.NI, cs.Al ¢s.DC and eess.SP.
The exclusion codes were fixed before screening began, because the largest of them was pre-
dictable: a search for self-healing networks returns power-grid and manufacturing work at high
rank, and it returns paper-mill output in unindexed journals. Writing the codes afterwards would
have let the corpus choose them.

Screening produced the flow in Table 2, with every count regenerated from the corpus at the
final drafting step rather than carried forward from the protocol.

Table 2: Screening flow and exclusion reasons, every count regener-
ated from the corpus rather than carried forward from the protocol,
so a reader re-deriving them from Table 7 gets the same numbers. Of
the 101 included, 17 were added by snowballing, 7 in the first round
and 10 in the second, and none was coded from metadata alone. The
35 competing surveys are held outside the corpus deliberately, as the
incumbent literature this paper is positioned against rather than evi-
dence about systems.

Screening step Works Reason for exclusion Works
Identified across four engines 205 Predatory or paper-mill venue 26
competing surveys, held out 35 No fault-lifecycle stage 21
excluded against the fixed codes 69 Off-topic domain 9
included in the audit 101 No Al or ML mechanism 7
coded from full text 20 Venue type not admitted 2
coded from abstract 81 Not peer reviewed, no identifier 2
Outside the time window 1

Full text unreachable 1

Total excluded 69

Snowballing ran in three rounds: backward from six seed works, forward from those seeds,
and a third searching specifically for counterexamples to the result reported in Section 7. The
third round was run to break the finding, not to support it, and its yield is recorded inside the
second snowball lane rather than separately, so Table 2 shows two snowball lanes and not three.

The stopping rule did not fire. We adopted the conventional criterion of stopping after two
consecutive searches returning under 10% previously unseen work. Five tests were run and no
consecutive pair met it. The first, Joutage mitigation automated recovery reinforcement learning
communication network restoration”, returned 10 results and 0 on topic, drifting into power-

28



Emerging Technologies and Intelligent Systems: Theory, Applications and Innovations

systems resilience; it measures the connector’s lexical behaviour rather than this field’s satura-
tion, and we discarded it. The second, “agent diagnoses and repairs network incident deployed in
production operator evaluation”, returned 14 previously unseen works in 20. The third returned 1
in 10; its query string was not preserved in the search log. A fourth, "LLM agent root cause anal-
ysis network outage remediation”, returned 4 in 10. A fifth, autonomous network operations
closed-loop incident resolution artificial intelligence”, returned 0 of 10 on topic. The reading is
narrow but worth stating. Generic vocabulary is saturated, and what yield remains comes only
from searches that name a specific system. Searching stopped on a judgement about diminishing
return, not on a criterion being met, and a reader re-running these strings will find the same
thing.

Coding provenance is uneven by design. Twenty of the 101 works were read in full, chosen
rather than sampled: the works whose own claims the audit turns on, being those that describe
execution or a production setting, together with the benchmarks that define how execution is
scored. Seventeen of the twenty describe execution or production and the remaining three are
benchmarks. It is not a complete reading of any category, and the shortfall matters most where
the paper’s result is strongest: of the 22 works evaluated on production networks, 5 were read in
full and 17 are coded from abstracts. The remaining 81 works in the corpus are abstract-coded. A
claim that a particular work does not measure something is made only where that work was read
in full, and Table 6 carries that subset explicitly; for abstract-coded rows the strongest available
statement is that the abstract does not indicate it.

The direction of that shortfall is knowable even though its size is not. Every work whose
production claim was tested against its full text lost ground. Two lost the production substrate
outright, the network under test turning out to be a replayed configuration snapshot in one case
and field-trial equipment carrying no customer traffic in the other; five more kept the substrate
and lost loop depth, the evaluation measuring prediction, diagnosis or a dry run rather than
an executed repair. Three works did move deeper on a full read, and all three are benchmark
harnesses on testbeds or emulators, where moving deeper lengthens the non-production execu-
tion row and cannot touch the production one. No full-text read here has moved a work into
the production-and-execution cell. Abstract coding therefore over-credits that cell rather than
under-crediting it, and reading the remaining 17 abstract-coded production works in full could
only empty the row further.

Four limits bear on how far the audit generalises. Coverage is bounded by the four engines.
One returned oncology, water resources and spinal-cord injury for a review-type query put in
this field’s own words, and recovered only when the query was rephrased as zero-touch network
and service management. That bounds the weight any single-connector saturation test can carry.
arXiv listing pages were not retrievable from our fetcher, so the recency sweep ran through
web search and per-paper abstract pages, weakening the claim to have seen everything from
the final month. A fifth of the corpus is preprints. No preprint carries an argument here except
where it was read in full, with one exception: nSync (Yang et al. 2025) is one of the four works
evaluating verification and is coded from its abstract. Finally, the audit has a single coder. To
bound what that costs, we re-coded the 53 rows the result turns on: the 22 works evaluated on
production networks and the 31 whose evaluation reaches execution. The second pass worked
from the recorded evidence fields with the original codes hidden, and applied only the rule stated
in Section 3. Loop closure agreed on 48 of the 53 rows, 90.6%, Cohen’s xk = 0.87; substrate agreed
on 44, 83.0%, k = 0.78. The disagreements fall in one place. Every loop-closure difference sat
on the line between gated and unsupervised execution, which is a disagreement about how a
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paper reports the operator’s role rather than about whether an action was executed; no substrate
difference moved a work into or out of the production row; and no difference on either axis put a
work in the production-and-execution cell. Only one would change a reported number, moving
a single work out of gated execution and taking that stage from five works to four. This is intra-
rater agreement. It is not the independent second rater the axis deserves, which we were unable
to arrange for this version. Table 7 carries the per-row codes, so a reader who disagrees can
re-apply the rule and see which rows a different judgement would move.

3 Background and the taxonomy

We use one vocabulary throughout. A fault is any condition degrading or interrupting service,
whether or not it sets off an alarm. Detection is deciding that something is wrong, diagnosis is
deciding what and where, and remediation is the change that restores service. Verification estab-
lishes afterwards that service was restored and nothing else broke; rollback undoes the change
when it was not. These are stages, not components.

Figure 1 gives the six axes: three take a section below, one is crossed against loop closure
at the synthesis, and two are table columns. The axes are not mutually independent, and two
dependencies matter. Language-model mechanisms arrived recently and concentrate in the fault
classes legible as text, and the substrate a group can reach constrains how far round the loop it
can evaluate. The paper is about the second.

Loop closure is coded on what the paper evaluates, not on what it describes. A work is placed
at the deepest stage its reported experiment actually reaches. A system that issues a command in
an architecture diagram and is measured on classification accuracy is coded at diagnosis. The rule
matters because it moves papers. Mukkolakkal et al. (2026) title their work with the claim that
no human is required, and describe a full deploy, calibrate, monitor and heal cycle with a safety
guard. The flagship eighteen-hour outage is then walked through as a sequence of diagnostic
steps, and the 300 repair cycles the paper reports carry no success or failure breakdown [71]. We
code it at detection and diagnosis. Applying the rule requires the evaluation section, which is
why Section 2 reports how much of the corpus was read in full.

Substrate is coded on where the reported evaluation ran, not on what the system targets.
Analytical or synthetic covers closed-form models and generated workloads; packet simulation
covers discrete-event simulators; emulation covers virtual topologies built from real network
software; testbed covers assembled infrastructure, including field trials on real carrier equipment
not carrying customer traffic; replayed traces covers operator incident records processed offline.
Production means a live operational network carrying real traffic at the time of the experiment.
That boundary is strict on purpose. Gu et al. (2026) evaluate configuration repair against an 83-
device snapshot taken from a production network and replayed in a control-plane simulator [35]:
the configurations are production, the network under test is not, and the distinction is what
makes the cross-tabulation in Section 7 mean anything.

Three further axes were considered and set aside, as Figure 1 records: a system autonomy level,
digital-twin fidelity, and an audit of what safety properties a system establishes before acting.
We record only whether a paper evaluates verification or rollback, never what safety property it
establishes.
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Fault class what went wrong

m link or physical m node hardware

m control plane m capacity or congestion
m security induced m gray degradation

has its own section
m configuration or policy
m software or service

Mechanism generation what selects the action

has its own section

m rule or SON m classical ML m deep learning
= RL or DRL m LLM agentic m hybrid neurosymbolic

has its own section
m advisory recommendation
m execution with verification

Loop closure how far the evaluation reaches
m detection only m detection and diagnosis
m human-gated execution m unsupervised execution

Evaluation substrate what it ran on
m analytical or synthetic m packet simulation m emulation
m testbed m replayed traces m production

crossed with loop closure at the synthesis

Network domain where carried as a table column
m cellular RAN m SDN enterprise m DC fabric
m optical transport m IP backbone or WAN m cloud native or edge

m [oT or WSN

carried as a table column
m in-the-loop approval

Human role who approves
H none m on the loop
m unstated

Axes considered and deliberately not used: system autonomy level, digital-twin fidelity, and any audit of safety
properties or recoverability after an executed change. Each is a body of work in its own right, and each is cited
here rather than re-derived.

Figure 1: The six axes, their value sets, and the role each plays in the
paper. Fault class, mechanism generation and loop closure each take a
section. Evaluation substrate deliberately does not: it enters at the syn-
thesis crossed against loop closure, because the joint cross-tabulation
is what produces the result and splitting it across two sections would
destroy it.

4 Fault classes: what is being healed

The fault class is what went wrong, coded as the authors characterise the fault their system was
evaluated on. A work evaluated across several classes is counted in each. The axis separates
literatures that rarely cite one another. Optical soft-failure identification, cellular cell-outage de-
tection, data-centre link reliability and microservice root-cause analysis work the same lifecycle
on different faults, and putting them in one table is most of what this axis returns. Table 3 crosses
it against evaluation substrate, giving in each cell the number of works and, in parentheses, how
many of those evaluate unsupervised execution or execution with verification.

The distribution follows the data rather than the difficulty. Software and service faults dom-
inate at 34 of 101, because microservice deployments emit logs, traces and metrics a language
model can read, and because public incident datasets exist for them. Configuration and policy
faults follow at 22, and are where verified execution concentrates: three of the four works that
evaluate the state after their change are configuration repair. Configuration is text. A proposed
repair is checkable before it is applied, and formal verification of the result is available as it is not
for a physical fault. Node hardware and link faults account for 16 and 13. Both draw on produc-
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tion data more heavily than any other class, 6 of 16 and 7 of 13, and both sit mostly at detection
and diagnosis, with four works each reaching execution.

Two absences are more informative than the distribution. The first is gray degradation, the
partial or silent failure that sets off no alarm: 11 works, of which none evaluates unsupervised
execution. This is the class where autonomy would help most, because the human cost is the
hours spent noticing the problem at all, and it is the class where the corpus contains no evaluated
action. Every work in it stops at detection, diagnosis or advisory recommendation, and only two
reach advisory: Yu et al. (2024) recommend on a production cloud monitoring service [112] and
Wang et al. (2024) generate optical-fault responses from a language model [94]. The deepest any
gray-degradation work reaches on a production network is diagnosis, as Yao et al. (2025) do when
localising irregularities in production training clusters [109]. No abstract in the class indicates an
evaluated action.

The second is control-plane routing. Six works address it and three evaluate unsupervised ex-
ecution, but the two that concern inter-domain routing are both coded at detection, and neither
abstract indicates an evaluated response: Testart et al. (2019) profile serial hijackers from histori-
cal announcements [89] and Moriano et al. (2021) detect routing anomalies from announcement
burstiness [70], both over replayed archives. A search directed specifically at automated mitiga-
tion of route hijacks returned nothing that acts. The corpus contains no work that evaluates an Al
mechanism executing a defence against a BGP hijack, on any substrate. Security-induced faults
are thin for a related reason: 5 works, 4 of which evaluate execution, two inside cyber-defence
gyms, one on an SDN testbed and one on a synthetic intrusion-response model [29, 37, 45, 114],
none on an operational network.

What this axis does not settle is whether the pattern reflects difficulty or data. Configuration
faults may execute more often because configuration is genuinely safer to change, or because
configuration is the fault class for which a benchmark exists. The axis cannot separate those,
and Section 7 does not try; it asks the narrower question of where the execution evidence sits,
which the substrate axis can answer.

Table 3: Fault class against evaluation substrate. Each cell gives the
number of works, and in parentheses how many of those evaluate un-
supervised execution or execution with verification. Every parenthe-
sised count sits left of the production column.

Fault class Analyt. Pktsim Emul. Testbed Traces Prod. Works
Software or service 3(1) 1(1) 2() 6 (5) 15 (3) 8 34
Configuration or policy 6 (2) 1(1) 3(2) 3(1) 4 (2) 5 22
Node hardware 9(3) 0 0 0 0 6 16
Link or physical 2(1) 0 3(2) 1(1) 0 7 13
Gray degradation 4 1 1 3 1 2 1
Capacity or congestion 4 (3) 0 2(2) 2(1) 0 4 12
Control plane 1(1) 0 1(1) 1(1) 3 0 6
Security induced 3(3) 0 0 1(1) 1 0 5
n/i 2 0 2 0 1 0 7

Substrate keys as in Table 5. The final column counts distinct works and is the figure quoted in the prose.
The cells do not sum to it: a work with two substrates appears in two cells, and a work whose substrate
the paper does not state appears in none, that column being omitted here and carried in Table 4.

32



Emerging Technologies and Intelligent Systems: Theory, Applications and Innovations

5 Mechanism generations: what does the healing

The mechanism generation is what selects the action, not what detects the anomaly. A pipeline
whose detector is a neural network and whose remediation is a static playbook is coded as rule
or SON, because the playbook chooses. The axis is ordered by arrival rather than by capability,
and the generations overlap: classical machine learning appears across the whole window, from
Shariati et al. (2018) identifying failures from the optical spectrum [84] to work published this
year.

Figure 2 puts the generations on a timeline. Language-model agents dominate the recent lit-
erature: 45 of 101 works use one, none before 2023, and 31 of those 45 appeared in 2025 or 2026.
They also account for 11 of the 22 production-substrate works, the highest of any generation. The
reason is prosaic: an agent that reads logs and writes a recommendation needs read access and
a person to read the output, which an operator can grant. Reinforcement learning is the mirror
image. Nine works use it, seven evaluate execution, and not one is evaluated on a production
network. It needs an environment that can be reset and rolled forward thousands of times, and
a production network is exactly the environment that cannot.

This is the finding of the mechanism axis, and Figure 3 is the shape of it: the generation that
acts and the generation that reaches production are not the same generation. Foley et al. (2022)
and Kiely et al. (2025) train agents that defend a network autonomously, inside cyber-defence
gyms [29,45]. Lacava et al. (2025) execute deep-learning-driven control on a RAN node at sub-
millisecond latency on an OpenAirInterface testbed [49]. Meanwhile Wang et al. (2025) run BiAn,
alanguage-model failure localiser, beside live operators for ten months [93], and Yang et al. (2025)
run SkyNet, a classical alert-correlation system, on a large cloud for eighteen months [105]. Both
produce diagnoses for humans. The two literatures are answering different questions and are
frequently read as answering the same one.

Classical machine learning holds 26 works, mostly at detection and diagnosis with seven on
production data; deep learning holds 11, five of them detection only. Neither is displaced so much
as re-scoped: newer systems use them as components and take the decision elsewhere. Hybrid
and neurosymbolic approaches remain at five, with a median year of 2026.

The axis does not settle whether the substrate split is caused by the mechanism or merely
correlated with it. Reinforcement learning may be absent from production because it needs a
resettable environment, or because the groups with production access are not the groups using
it. Section 8 treats that as an open question rather than a settled explanation.

6 Loop closure: how far round the loop the evaluation reaches

Loop closure is the axis the rest of the paper rests on, and Section 3 gave its placement rule: the
deepest stage the reported experiment reaches, not the deepest the paper describes. Table 4 gives
the distribution against substrate; this section reads the loop-closure margin of that table.
Thirteen works stop at detection, deciding that something is wrong without saying what [2,9,
13,14,23,44,47,48,64,67,70,89,110]. Thirty-six reach diagnosis [6,12,20,22,26,30,33,34,42,46,52,
53,57-59,71,77,80, 81, 83, 84, 87,88, 93,95-99,102, 104,105, 107,109, 115, 118], the largest group, and
the concentration is not an accident of coding. Root-cause analysis for microservices has public
datasets, an agreed output format and several benchmarks, which makes it the stage where a
new method can be compared against a previous one. Nineteen reach advisory recommendation,
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Figure 2: Works per year, split by whether the reported evaluation
reaches execution, with the language-model share drawn over the top.
Execution results are not new; what is new is their volume, and it ar-
rives with the agent wave rather than before it. The 2026 column is
partial, the cut-off being 29 August 2026.
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Figure 3: Each mechanism generation against the number of its works
that evaluate execution and the number evaluated on a production
network. The two bars pull apart. Reinforcement learning has the
highest execution rate in the corpus and no production evaluation at
all; language-model agents have the most production evaluations and
reach execution in fewer than a third of their works.
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producing a fix for a person to read [3,4,21,31,32,35,36,41,62,69,72,90,94,100,103,112,113,116,117].
The three stages together account for 68 of 101 works.

The remaining 33 divide unevenly, and the shape of that division is the second result of this
paper. (Two further works describe a loop but report no evaluation from which a stage can be
read [61,101].) Twenty-two works evaluate unsupervised execution [16, 24, 29, 37, 40, 43, 45, 49,
51,54, 56, 60, 63, 65, 68, 73,74, 82, 85, 91, 114, 119] and four evaluate execution with verification or
rollback [7,10,78,108]. Five evaluate execution behind a human approval gate [25,39,50,66,75]. The
stage that a cautious deployment path would treat as the necessary middle step is the emptiest
stage on the axis. The literature is bimodal: it either hands a recommendation to an operator
or removes the operator entirely, and it does not populate the intermediate position where a
machine proposes an action and a person authorises it before it runs.

The coding of the human role confirms this rather than softening it. Of the 22 works eval-
uating unsupervised execution, 21 record no human role at all in the evaluated loop. Of the 19
advisory works, 15 record a human in the loop with approval, so autonomy in this literature
means the absence of a person rather than a person supervising at a distance. On-the-loop super-
vision, the arrangement operators describe wanting, appears 12 times and never once alongside
unsupervised execution.

Verification is rarer still. Four works evaluate the state after the change. Avgerinos et al. (2025)
report a post-action validation step on a testbed and Yang et al. (2025), nSync, report pass@3 on
replayed infrastructure-as-code [10,108], both coded from abstracts. The two that explicitly score
what a repair broke come from a single research group sharing one benchmark, which for the
purposes of counting evidence is one source rather than two [7,78]. Of the 31 works that execute
anything, 27 report whether the action was taken and not whether the network was left in a
better state than it started. The other 70 take no action, so for them the question does not arise.

What this axis does not settle is why the middle is empty. Two explanations fit the data equally
well. Human-gated execution may be awkward to evaluate, because measuring it needs operators
in the loop for the duration of a study and produces a result confounded by their judgement. Or it
may be unpublishable. It shows neither a working autonomous system nor a clean measurement,
so groups that build it do not write it up. The corpus cannot distinguish these, and the distinction
matters, because one is a research gap and the other is a publication artefact that hides deployed
practice. Section 7 shows that the same ambiguity governs the paper’s central result.

7 Cross-cutting synthesis: substrate against loop closure

Neither axis alone says anything surprising. Crossed, they produce Figure 4 and Table 4, and one
row of that table is the paper.

Twenty-two works are evaluated on a production network. Every one of them stops at de-
tection, diagnosis or advisory recommendation. None executes a remediation: not autonomously,
and not behind a human approval gate. The production row is empty from human-gated exe-
cution rightward. Meanwhile 26 works evaluate unsupervised execution or execution with veri-
fication, and all 26 run on analytical models, packet simulators, emulators, testbeds or replayed
traces. The boundary is not a gradient with production at the sparse end. It is categorical, and
Figure 4 is what it looks like.

Table 5 reads that row work by work, and the works there are not marginal. Su et al. (2026) ran
a multi-agent system against Baidu’s optical infrastructure over seven months of telemetry [88].
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Table 4: Evaluation substrate against the deepest fault-lifecycle stage
the paper evaluates. Rows with more than one substrate are counted
once per substrate, so column totals exceed the corpus size. The pro-
duction row is empty from human-gated execution rightward.

Substrate Det Diag Adv Gated Auto Ver nfi
Analytical or synthetic 3 8 6 1 10 2 0
Packet simulation 0 1 0 0 1 0 0
Emulation 1 2 0 0 4 0 1
Testbed 2 2 1 2 7 1 0
Replayed traces 2 1 4 1 3 1 0
Production 4 12 6 0 0 0 0
n/i 1 3 2 1 0 0 1

Det detection only; Diag detection and diagnosis; Adv advisory recommendation; Gated execution behind
human approval; Auto unsupervised execution; Ver execution with verification or rollback; n/i the paper
does not indicate.

Wang et al. (2025), BiAn, ran failure localisation in shadow mode beside live operators for ten
months, reporting 95.5% top-1 accuracy and a 20.5% reduction in time to resolution [93]. Yang et
al. (2025), SkyNet, ran alert correlation on a large cloud for eighteen months and cut median time
to mitigation from 736 to 147 seconds [105]. Serious deployments with serious measurements, and
not one measures an executed repair.

Part of the boundary is concealed by reporting practice, and Table 6 is the measurement.
Figure 5 draws it. Of the 20 works read in full, 7 describe a deeper stage than their evaluation
reaches. Thirteen describe execution; 6 evaluate it; none of those 6 on a production network.
Eleven describe a production setting; 5 evaluate on one. The gap is not a matter of authors over-
selling in an abstract and correcting themselves in the body, because in most of these cases the
body is accurate. It is that the paper’s title and framing carry the deeper claim and the evaluation
section carries the shallower fact, and only the second is load-bearing.

Three cases show its shape. Gu et al. (2026) title their work automatic configuration repair
for production networks and report 97.5% of injected faults repaired; the experiment replays an
83-device production configuration snapshot inside an in-house control-plane simulator, and the
two naturally occurring incidents produced suggestions rather than applied changes [35]. Wang
et al. (2025), Confucius, present a multi-agent framework running at hyperscale across more
than sixty applications, whose write path is an explicit dry run that simulates writes without
committing them and hands the configurations it produces to a separate deployment system [100].
D’Antonio et al. (2025) study 232 incidents over 17 weeks on a live production network, and the
human performs every state-changing action, which the authors present as a design choice rather
than a limitation [21]. Read as abstracts, these are three systems repairing production networks.
Read in full, none executes.

One work in the corpus reports something that does execute in production, and it is not an
Al system. Yang et al. (2025) mention, as background rather than as contribution, a pre-existing
rule-based auto-isolator that removes failing devices from service and prepares rollback plans
on the operator’s live network [105]. It is not evaluated anywhere in that paper, it is not learned,
and it is out of scope for a claim about AI mechanisms. It is also the only thing in this corpus
that repairs a production network. The thing that runs is the thing nobody published.
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The reported success rates are not comparable, and this is a separate finding. Benchmarks
disagree about what counts as success. Protogeros et al. (2026) score a repair as successful only
when it fixes the fault and introduces no new violation, and report that this moves the strongest
model from a 57.8% fix score to 25.5% inclusive success; the entire difference is repairs that break
something else [78]. Zhou et al. (2025) score every intermediate state against topology invariants
and report agents that look effective on end-state correctness while violating constraints along
the way [119]. Jha et al. (2025) give agents real cluster access and report an 11.43% mitigation
rate for GPT-40 [40]; Chen et al. (2025) report 54.55% on a comparable arrangement [16]. Placing
11.43 beside 54.55 beside 97.5 invites a ranking that the numbers do not support, because the three
measure different events on different substrates under different definitions of success. Two of the
four verification-capable works come from one group and share one benchmark [7,78], so the
apparent agreement between them is one result, not two.

The last column of Table 6 is the audit that follows from this, abridged there and counted here
over the full field. Across the 19 full-text works carrying a recorded omissions field, four recur:
no rollback or post-change recovery measure, in 14 works; no adequate human baseline, in 13; no
measure of what an action affected beyond its target, in 11; and no false-positive or unnecessary-
action rate, in 10. This paper records those omissions and stops there; what safety property each
system establishes before acting, and what remained recoverable afterwards, is a different audit
against a different rubric and belongs to companion work.

execution begins here
I

Not stated 1 3 2 : 1 1
Q
% Production 4 12 6 0 0 0
2
2 Replayed 2 11 4 | 1 3 1
7] traces |
g I
= Testbed 2 2 1 i 2 7 1
= I
% Emulation 1 2 : 4 1
Packet 1 I 1
simulation :
Analytical or 3 8 6 | 1 10 2
synthetic |
Detection Detection and Advisory Human-gated UnsupervisedExecution with Not
only diagnosis recommendation execution execution  verification reportable

deepest fault-lifecycle stage the evaluation reaches

Figure 4: The audit. Evaluation substrate against the deepest fault-
lifecycle stage each work’s evaluation reaches, over all 101 works in
the corpus, and drawing the same cells as Table 4. The production row
is outlined and its three cells to the right of the dashed line are empty.
Works carrying more than one substrate value are counted once per
value, so the cells sum to 107 rather than 101. The final row and col-
umn hold the works whose substrate or whose evaluated stage the pa-
per does not state.
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Figure 5: The 20 works read in full: the deepest loop stage each paper
describes against the deepest stage its evaluation reaches. A dot means
the two agree. A line means they do not, and its length is the distance
between what the paper says and what it shows. Seven diverge. Malik
(2026) runs the width of the axis because its evaluation section reports
no data from which any stage can be read.

8 Open challenges and research agenda

One concession shapes everything below. This is a finding about a published evidence base, not
about what exists inside operators, who do not publish their automation. It still binds, for a reason
the corpus shows: the one production auto-isolator anywhere in these 101 works appears as three
sentences of background in a paper about something else [105]. A field cannot build on evidence
it cannot see.

1. Is the empty middle a research gap or a publication artefact? Five works of 101 evalu-
ate execution behind a human approval gate. A study instrumenting an existing approval
workflow and reporting the fraction of proposed actions approved, rejected and modified
would settle whether gated execution is unevaluated or merely unpublished. It needs op-
erator cooperation, not a new model.

2. Cananything act on a fault that sets off no alarm? Eleven works address gray degradation
and none evaluates an action on it. A silent failure has no ground truth, so a study here has
to build the labelled set first: naturally occurring degradations, independently confirmed,
with the time at which each became detectable.

3. Why is inter-domain routing detected and never defended? No work in this corpus eval-
uates an Al mechanism executing a defence against a route hijack, on any substrate. De-
tection is solved well enough to be productised; what a study needs first is agreement on
what a safe automated response to a suspected hijack even is.

4. Is reinforcement learning absent from production because of the method or the access?
Seven of nine reinforcement-learning works evaluate execution and none touches a pro-
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Table 5: Every work in the corpus evaluated on a production network,
ordered by how far round the loop its evaluation reaches. The right-
most stage any row reaches is advisory recommendation; the human-
gated, unsupervised and verified columns of Table 4 are empty for this
substrate. Headline figures are reproduced as each paper reports them
and are not comparable across rows, for the reasons given in Section 7.
Each entry names the quantity as well as the value, because the papers
report different quantities; an entry of none stated means the work re-
ports no headline figure at all.

Work Yr Fault class Loop  Reported headline

Meza [67] 2018 LNKHW Det none stated (measurement study)
Chakraborttii [13] 2020 HW Det up to 1.3x prediction accuracy

Ahmad [2] 2024 LNK Det none stated

Deng [23] 2024 HW Det precision 0.904, F1 0.893

Roy [80] 2024 SW Diag  qualitative gain only, no figure

Zhang [118] 2024 SW Diag  +24.8% over fine-tuned baseline
Arzani [6] 2025 LNKCAP Diag  1.9x to 10.9x more degradation found
Liu [53] 2025 LNK HW CFG Diag  precision 98.2%, recall 99.3%

Luo [59] 2025  SW Diag  state of the art claimed on OpenRCA
Pei [77] 2025 SW Diag  accuracy 64.01% vs 35.50% baseline
Wang [93] 2025 HW CAP CFG Diag  top-195.5%, time to resolution —20.5%
Yang [105] 2025 LNKHW CFGCAP Diag median time to mitigation 736 s to 147 s
Yao [109] 2025 GRAY Diag  localisation accuracy 97.21%

Cui [20] 2026 SW Diag  up to 6.3x accuracy vs ReAct

Su [88] 2026 LNK Diag  F197.7%, denominator not stated

Yang [107] 2026 SW Diag  +19.8% diagnostic accuracy

Ge [32] 2023 CFG Adv none stated

Namyar [72] 2023 LNK CAP Adv  orders-of-magnitude flow-completion gain
Jiang [41] 2024 SW Adv none stated

Yu [112] 2024  GRAY Adv none stated

D’Antonio [21] 2025 SW Adv 232 incidents over 17 weeks (study scale)
Wang [100] 2025 CFG Adv 17 engineer hours saved per week

22 works, of which 5 were read in full. Fault-class keys: CAP capacity or congestion, CFG configuration or policy,
GRAY gray degradation, HW node hardware, LNK link or physical, SW software or service. Stage keys as in Table 4.

duction network. Separating a technical constraint from an institutional one needs a study
offering the same fault set to a reinforcement-learning system and a language-model agent
under the same access conditions.

5. What does a repair cost when it is wrong? Of the 31 works that execute an action, only

four evaluate the state after the change and only two score whether the repair broke some-
thing else. For the other 27 no abstract or evaluation section indicates such a measure,
and 11 of the 19 read in full with a recorded omissions field say so explicitly. Protogeros
et al. (2026) show what changes when this is scored: inclusive success falls from 57.8% to
25.5% [78]. Applying that scoring to the existing benchmarks, rather than building another
one, would make the current results comparable for the first time.

Can a benchmark be built on faults nobody injected? Almost every result here rests on
injected faults, so far as the papers state it; the corpus does not code fault provenance sys-
tematically, which is why field three of the checklist below asks for it. Kim et al. (2026) is
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Table 6: The works read in full, with the deepest loop stage each de-
scribes beside the deepest its evaluation reaches, and the same for eval-
uation substrate. Rows are ordered with the divergent rows first, loop-
closure divergences before substrate-only ones. The last column is the
evidence audit, abridged: what the paper does not measure. Every row
here was read in full, which is what licenses that column; no negative
in this table rests on an abstract.

2*Work

2"Yr

Loop closure

Substrate

claim

eval.

claim

eval.

2*What the paper does not measure

Gu [35]

Malik [61]

Mukkolakkal [71]

Su [88]

Woo [103]

D’Antonio [21]

Wang [100]

Liu [54]

Ahmed [3]

Wang [99]

Asadli [7]

Protogeros [78]

Chen [16]

Jha [40]

2026

2026

2026

2026

2025

2025

2025

2024

2023

2024

2026

2026

2025

2025

Ver

Ver

Auto

Auto

Auto

Gated

Gated

Auto

Adv

Diag

Ver

Ver

Auto

Auto

Adv

n/i

Diag

Diag

Adv

Adv

Adv

Auto

Adv

Diag

Auto

Auto

Prod.

Prod.

Prod.

Prod.

Testbed

Prod.

Prod.

Prod.

Prod.

Prod.

Analyt.

Analyt.

Testbed

Testbed

Analyt.

n/i

n/i

Prod.

Analyt.

Prod.

Prod.

Testbed

Traces

Traces

Analyt.

Analyt.

Testbed

Testbed

no false-positive rate; no rollback (nothing de-
ployed); no blast radius; no human baseline; only
n=2 naturally occurring incidents

no sample size or measurement window for any fig-
ure; no rollback rate; no blast radius; no numeric
baseline; no ablation [abridged]

no success/failure breakdown for the 300 cycles; no
false-positive rate; no rollback rate; no blast radius;
no human baseline; no ablation [abridged]

no denominator for the 97.7% F1; no false-
positive rate; no blast radius; baseline value not
given [abridged]

none: the full-text read found nothing unmeasured
worth recording

no rollback (no automated action); no hallucina-
tion or unnecessary-suggestion rate despite the pa-
per anecdotally conceding hallucination [abridged]
no rollback; no unnecessary-change rate; no blast
radius; no approval or rejection fraction [abridged]
no false-positive rate; no blast radius during au-
tonomous re-tuning; human baseline only qualita-
tive; no failure-case analysis; no limitations section
no execution of any kind; no rollback; no false-
positive or unnecessary-action rate; no blast ra-
dius [abridged]

no execution possible by construction; no rollback;
no action false-positive rate; no blast radius; no
action-outcome human baseline

no standalone false-positive rate; no human base-
line; no real-infrastructure rollback; 100% injected
faults [abridged]

no live deployment; no naturally occurring faults;
no human baseline; diagnosis judged by LLM panel
not formal methods

no explicit regression or invariant-violation scor-
ing; no rollback; no differentiated wrong-action
penalty

no regression tracking; no rollback; no invariant-
violation check; no differentiated penalty for harm-
ful action vs no answer [abridged]

20 works read in full; 7 diverge on loop closure and seven on substrate, overlapping on four, so ten of the twenty
diverge on one axis or the other. Bold marks a divergence. Where a paper records more omissions than the column
fits, the entry ends [abridged] and the full field is counted in Section 7. Stage abbreviations as in Table 4.
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Table 6: (continued).

2*Work 2*Yr Loop closure Substrate 2*What the paper does not measure

claim  eval. claim eval.

Zhou [119] 2025 Auto  Auto  Emul Emul.  no rollback mechanics; safety checks intermediate-
state invariants not recovery-from-error

Fang [26] 2026  Diag  Diag Traces Traces no mitigation or action at all; no safety, damage or
rollback metric; no contamination discussion
Kim [46] 2026  Diag  Diag Traces Traces no action or mitigation; no safety metric; no con-

tamination handling
Wang [93] 2025 Diag Diag  Prod. Prod.  no rollback; no unnecessary-action rate; no blast
radius (nothing executed); human-only baseline ex-
plicitly disclaimed as impractical to collect
Wang [102] 2025 Diag Diag Emul. Emul.  no mitigation evaluation at all - authors state this
explicitly as future work; no safety metric
Yang [105] 2025 Diag Diag  Prod. Prod.  no rollback rate; no blast radius; no human-
only diagnosis baseline (anecdotal ’several hours’
only) [abridged]
20 works read in full; 7 diverge on loop closure and seven on substrate, overlapping on four, so ten of the twenty
diverge on one axis or the other. Bold marks a divergence. Where a paper records more omissions than the column
fits, the entry ends [abridged] and the full field is counted in Section 7. Stage abbreviations as in Table 4.

the clearest exception, using 335 naturally occurring incidents, and reports the hardest di-
agnosis results in the corpus [46]. The gap between injected and natural fault performance
is unmeasured, and it decides whether any of these numbers transfer.

Five of these six are blocked on measurement rather than on method, which is where the next
increment of progress is available. To make it available, a paper reporting a self-healing result
should state six things, and they fit in a table caption:

1. the substrate the evaluation ran on, distinguishing a production network from a produc-
tion artefact replayed elsewhere;

2. the deepest loop stage measured, stated separately from the deepest stage described,;
3. the provenance of the faults, injected, replayed or naturally occurring, with counts for each;

4. the number of actions applied and how many succeeded, failed, or turned out to be unnec-
essary;

5. what else changed state as a result, and whether anyone checked;

6. the baseline, being what a human operator or the incumbent automation achieved on the
same faults.

Fields one and two would have prevented every divergence in Table 6: seven of loop stage and
seven of substrate, overlapping on four, across ten of the twenty works. They cost two sentences.
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9 Conclusion

We screened 205 works on Al-driven fault detection, diagnosis and remediation in communi-
cation networks and audited 101 of them against two axes applied together: the substrate an
evaluation ran on, and the deepest stage of the fault lifecycle that evaluation reached. Neither
axis is new. Crossing them produces a result that is categorical rather than graded. Every work
in the corpus evaluated on a production network stops at detection, diagnosis or advisory rec-
ommendation, and every work that evaluates unsupervised execution was demonstrated on an
analytical model, a simulator, an emulator, a testbed or a set of replayed traces.

Reading twenty of these works in full shows part of the boundary being obscured rather than
crossed. Seven of the twenty describe a deeper stage than they evaluate. Thirteen describe exe-
cution and six evaluate it, none on a production network. Eleven describe a production setting
and five evaluate on one. The distinction between what a system does and what an experiment
measured is the distinction this survey is organised around, and it is not currently legible from
the places most readers look.

The result is about published evidence and not about deployed practice, and the corpus shows
that limit itself: the only mechanism in it that repairs a production network is a rule-based auto-
isolator described in three sentences of background, never evaluated on its own. What the field
can compare is what the field has published. A reporting convention that separated substrate
from claim, and measured stage from described stage, would cost authors two sentences and
would let the next survey of this area answer a question this one could only pose.
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